JOURNAL OF SOFTWARE MAINTENANCE AND EVOLUTION: RESEARCH AND PRACTICE
J. Softw. Maint. Evol.: Res. Pract. 2009; 21:189–215
Published online 16 April 2009 in Wiley InterScience (www.interscience.wiley.com). DOI: 10.1002/smr.408

Research

Comprehend and analyze
knowledge networks to
improve software evolution
Christian Del Rosso∗, †
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SUMMARY
When a set of people are connected by a set of meaningful social relationships we talk of a social
network. A social network represents a social structure and the underlying structural patterns can be
used to analyze and comprehend how people relate to each other and their emergent behavior as a group.
Developing software is fundamentally a human activity. Developers cooperate and exchange knowledge
and information, creating in fact, a particular type of social network that we call knowledge network. In
this paper we investigate knowledge networks in software development teams by applying social network
analysis and we use the Apache web server as a case study. By analyzing the structural communication
and coordination patterns in Apache we have been able to identify the Apache knowledge network,
highlight potential communication bottlenecks, and find brokers and important coordination points in the
software development team. Furthermore, our work enables a software architect to analyze and maintain
the organization and the software architecture aligned during software evolution. An important lesson
that we have is that the analysis of knowledge networks constitutes an additional tool to be added to the
traditional software architecture assessment methods. Copyright © 2009 John Wiley & Sons, Ltd.
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1. INTRODUCTION
Software development is fundamentally a human activity [1]. Software creation requires creativity,
technical expertise and a mixture of other combined factors that makes it very hard, if not impossible,
to establish the productivity of developers or estimate software project costs. Additionally, given a
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set of requirements, different software architects will create different software designs. From the
aforementioned observations it can be deduced that software development is a knowledge-intensive
activity.
To complicate software development further, software projects nowadays are not made singlehandedly but are the product of the work of different developers often distributed geographically.
Offshoring and outsourcing are now common forms of software development and collaboration is
fundamental. Improving software development in this context means being able to understand and
improve coordination and communication, often overcoming difficulties arising from culture, time
zone, and language differences [2,3].
Collaboration and interactions between knowledge-intensive software developers can be represented by a network where the nodes, the developers, are linked using relationships which are often
computer mediated. The developers’ interaction during the software project, which leads to the final
software, is the product of the emergent behavior of the knowledge network. As a consequence,
being able to understand these complex relationships would certainly improve the comprehension
of a software project.
In this scenario, social network analysis (SNA) can be used to comprehend the software development activity. Several properties of software development can be extracted by analyzing the
structural properties of developers’ social network. Furthermore, studying software development
teams also includes the analysis of the software architecture and the software itself.
The contribution of this paper is the use of SNA metrics and methodology to comprehend software
development and improve software comprehension and evolution. The study has implications in all
the phases of software creation, from the hard part (the software) to the soft part (the organization).
The metrics presented are then applied to the Apache web server, a successful and the most known
web server at the moment. The distributed nature of the Apache software development process and
the related computer-mediated social network is the focus of the case study.
In the following section, Section 2, we present the problem statement and the research questions
that we are going to address in this paper. Section 3 presents the SNA approach with the associated
metrics. In Section 4 we discuss the SNA approach in the context of software engineering. The
discussion of our contributions and the answers to the research questions are in Section 8. The
conclusions of this work are in Section 9.

2. PROBLEM STATEMENT AND RESEARCH QUESTIONS
Software comprehension is fundamental to ensure software evolution. The complexity of modern
software systems can be managed only if software developers and architects have the tools to
comprehend and understand such complexity.
Software evaluation and comprehension can be addressed at different abstraction layers [4].
Various distinctions and classifications can be made and below we give a broad overview mainly to
clarify where to position this work. Starting from the lowest level, the software source code can be
analyzed. To improve software, source code analysis and refactoring are used at this level. At the
higher level of abstraction, reverse architecting techniques are used to extract the software architecture from the system. At the next higher level of abstraction, we have organizational structures
and developers’ activities can be analyzed.
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These abstraction layers are not isolated. At every abstraction layer there are dependencies
between the layers at different levels of abstraction as well as dependencies at the same level.
For example, at the software architecture level, UML packages have dependencies with other
UML packages. Additionally, UML packages have dependencies with the layers below, where
objects are represented by functions, classes, and source code. At the abstraction levels above
the architectural level, UML packages have dependencies with developers and organizational
entities.
Dependencies are everywhere and the ability to extract and comprehend them is essential. Various
research questions can be addressed and Conway’s [5] is the reference and starting point for our
investigation.
The distributed nature of software development and the related communication problems makes
tools and analysis that address these issues necessary to improve software quality and evolution.
Being able to understand the social structure of software development can improve the awareness
of responsibilities, roles, and expertise in software development teams. Additionally, the formal
and informal social structure shapes the software and vice versa, and these implications should be
analyzed and evaluated.
In this paper we analyze the social structure of software development teams and aim at understanding the meaning and implications to software and software development. Even though these
concepts can appear abstract at this stage, in the following sections we will describe both the
theory and the practical implications of this work. Some of the questions this analysis allows
us to answer are:
• Is the software architecture structured with people assigned to well-defined roles and components, or the roles are not static and people contribute to many different components? Is the
organization flat or hierarchical?
• Who are the persons with a wide understanding of both the software and the people in the
software project?
• Who works with whom? How does the works get done in terms of collaboration and coordination?
• Does the software architecture decomposition match the structure of the organization?
(Conway’s Law)
• How to improve the software architecture decomposition?
• Do the people assigned to different components communicate? And who are the brokers?
• Does the geographical distribution of the teams match the software architecture decomposition?
• How many people work on each software component? Who are they?
• Which are the most complex software components in our project?
• Where does the expertise lie in the software development team?

3. SOCIAL NETWORK STRUCTURAL ANALYSIS
The main goal of SNA is to detect and interpret patterns of social ties among actors. SNA has been
introduced by sociologists [6–8] but interest in the subject has risen among physicists and managers.
Applications of SNA have found place in various areas such as knowledge management [9],
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the study of the structure of scientific publications and collaborations, electric grids, computer spam,
and natural phenomena [10].
From a mathematical point of view, a network is a graph G that is an ordered pair of disjoint
sets (V, E), where V is a non-empty set of elements called vertices, notes, or points, and a subset
E of ordered pairs of distinct elements of V , called directed edges, arcs or links. An edge may join
a vertex to itself and an edge can also be undirected [11].
Applying SNA to software developers means translating and applying SNA analysis to software development teams and their relationships. In this social network, vertices are represented by
developers and their social relationships can be extracted using various means, including computermediated communications or using questionnaires and interviews. In the context of software development various social relationships can be used and analyzed, for example, trust, knowledge of a
certain domain, department affiliation, and geographical distribution of teams. Once the hypothesis
is made and the scope of the analysis decided, the analyst will define the social relationship to
represent the ties in the social network.
In the following subsections we introduce definitions and metrics used in SNA and other concepts
needed for the comprehension of the analysis. The main references used are [6–8], additional
references are given in the subsections.
3.1. Density, cohesion, and distance
Network density expresses the level of connectivity in a network and it is defined as the number of
lines in a network, expressed as a proportion of the maximum possible number of lines. A complete
network is a network with maximum density and where all the vertices have direct connections.
A network with high density has a high number of connections between ties and consequently
provides an easy flow of information and represents a flat organization/social network structure.
However, this measure is affected by the number of vertices in a network, since it is easier to have
a complete network with a few vertices than to have a complete social network made of thousands
of nodes. Therefore, when using the network density metric it is important to compare networks of
similar size.
Another useful measure to understand a network structure is the cohesion of the network.
Cohesion is defined as the average of the shortest paths between each pair of vertices in the network.
A low score for cohesion in a network highlights a flow of information without boundaries. On the
positive side, the information is more democratic and the search for information is facilitated. On
the negative side, the flow of information might flood the network.
In this paper we use the concept of distance and, therefore, the term must be clarified. In our
work, the distance between two vertices is the geodesic distance. A geodesic is the shortest path
between two vertices.
3.2. Center and periphery
Centrality is used to refer to the position of the individual vertices within a network, whereas we
use centralization to characterize an entire network. Most social networks contain people who are
central. Because of their position, they have better access to information and better opportunities
to spread information. A network is highly centralized if there is a clear boundary between the
center and the periphery. In a highly centralized network, information spreads easily but the center
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Figure 1. Highly centralized network.

is indispensable for the transmission of information. There are different ways to measure centrality
and in the following subsections we describe them (Figure 1).
3.2.1. Degree centrality/centralization
The simplest indicator of centrality is calculated using the number of neighbors of the vertices.
Two vertices are adjacent (neighbors) if they are connected by a line. In a network with arcs, we
can distinguish between indegree and outdegree. The indegree of a vertex is the number of arcs
it receives. The outdegree of a vertex is the number of arcs it sends. In the case of an undirected
network, we have just the degree of vertices. The degree centrality of a vertex is its degree.
Degree centrality is a measure of the local centrality since it only takes into account the direct
links that the vertex has. Regarding the overall measure of network centralization, the degree
centralization of a network is the variation in the degrees of vertices divided by the maximum
degree variation which is possible in a network of the same size.
3.2.2. Closeness centrality/centralization
Closeness centrality is a measure, opposed to degree centrality, of global centrality since it also uses
the distance of the other vertices in the network and not only the direct links of the vertex. A point
is globally central if it lies at a short distance from many of the other points in the network. The
closeness centrality of a vertex is the number of other vertices divided by the sum of all distances
between the vertex and all others.
Closeness centralization is the variation in the closeness centrality of vertices divided by the
maximum variation in closeness centrality scores possible in a network of the same size.
3.2.3. Betweenness centrality/centralization
Another approach to centrality rests on the idea that a person is more central if he or she is more
important as an intermediary in the communication network. The betweenness centrality of a vertex
is the proportion of all the geodesics between pairs of other vertices that include this vertex.
Betweenness centralization is the variation in the betweenness centrality of vertices divided by
the maximum variation in betweenness centrality scores possible in a network of the same size.
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3.3. Cohesive groups
The tendency to associate with people like yourself is called homophily by sociologists. Essentially,
people tend to group and join people with similar tastes and interests. The relation is usually
symmetric, e.g., friendship, and has a triad closure [12], e.g., my friends are also friends with each
other. In terms of network structure, we have edges (instead of arcs) and triangulation of vertices
connected by edges. These dense parts in the network structure create communities and subgroups.
To summarize, a group is made of densely knit nodes (most nodes are directly connected to each
other) and tightly bound (most links stay within the network rather than connecting directly with
the outside).
To identify the communities in a network of software developers means being able to identify
expertise and groups of people who work in the same area. For example, people responsible for the
operating system will interact with their ties more often.
Identification of groups and communities, therefore, becomes essential if the scope is to understand how the network is structured and how people can be characterized and classified. Clustering
and identifying of social communities have been addressed by various researchers and works. Sociologists have created several definitions to identify groups and communities such as components,
cores, and cliques [6]. Physicists and computer scientists have also published and presented algorithms and methods to extract communities such as Newman [13] and Flake et al. [14]. In this
paper we have used the Newman algorithm to identify communities because it is one of the most
well-known algorithms in the area of SNA.
3.4. Affiliation and 2-mode networks
Persons usually are members of hobby clubs, part of a company or an organization. In these cases,
the term used in SNA is affiliation. An affiliation network is represented by a bipartite graph. In an
affiliation network, a set of vertices (actors) can only be linked to another set of distinct vertices
(events). For this reason, an affiliation network is called a 2-mode network. For example, in our case
study, developers are associated with the set of files which they have contributed. The developers
are actors and the files are the events.
The importance of affiliation networks is that it is possible to study the relationships between
actors and events. Additionally, by transforming the 2-mode network into two 1-mode networks
it is possible to investigate the relationships from the perspective of the actors or the events. In
Figure 2 there is an example of a 2-mode network transformed in two 1-mode networks.
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Figure 2. From a 2-mode network to two 1-mode networks.
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The 2-mode network highlights the relationships between events and actors. However, for practical reasons, the 2-mode network is transformed in two 1-mode networks that are then analyzed.
The actor’s network is a social network and the analysis is performed by using social network
analysis metrics described in this paper.
The events network is a 1 mode-network that does not express relationships between people even
though the relationships are shaped by social relationships. In the case of the events network, the
dependencies are used to understand the degree of interlocks between events as created by people.
A classical example is the affiliation network made by board directors and their associated companies. A link between two companies in the events network, in this case, exists when a director
sits on the board of both the companies. The common director establishes an interlock between
the firms and creates a privileged communication channel between them. Two companies sharing
multiple directors have clearly a strong interlock and connection between them. In this context, the
concept of m-slices [15] (called m-core by John Scott [8]) is used. An m-slice is a sub network
defined by the multiplicity of lines. In an m-slice, vertices are connected by line of multiplicity m
or higher to at least one other vertex.
3.5. Bridges and brokers
A person with many friends and acquaintances has better chances of getting help or information.
However, having many ties within a group exposes a person to the same information repeatedly,
whereas ties outside one’s group yield more diverse information. Persons who connect groups are
also called weak ties after Granovetter’s influential paper, the strength of weak ties [16]. In terms
of network structure a bridge is a line, the removal of which increases the number of components
in the network.
A person who connects two otherwise unconnected persons is in a position to manage or broker
information flow and profit for the mediation. We define here three different brokerage roles, the
coordinator, the itinerant broker, and the gatekeeper, see Figure 3. The coordinator is a member of
the group and mediates within the group. In the second role, two members of a group use a mediator
from outside, and we call this role, itinerant broker. In the third role, we have the gatekeeper which
acts as the mediator for his group.

4. SNA AND SOFTWARE ENGINEERING
The distributed nature of software development and the use of computer-mediated channels to
communicate are particularly attractive for the use of SNA to investigate software evolution and
comprehension.
Driven by this assumption, we have decided to reconstruct the Apache web server social network.
The Apache web server [17] is a successful Open Source Software (OSS). According to Netcraft
[18] (an Internet services company providing research data and analysis on many aspects of the
Internet) Apache leads the web server market with a 51% share while Microsoft IIS web server
is second with 34% of the market share (December 2008). Apache, as many other OSS projects,
is developed in a distributed fashion with a set of rules for collaboration and leadership [19]. The
distributed nature of its development highlights the need for communication channels which are
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Figure 3. Coordinator (C), Broker (B), Gatekeeper (G).

computer mediated. Through mailing lists, bug reporting systems, newsgroups, and version control
systems, the Apache development team is able to evolve one of most important software assets for
the functioning of the Web.
The vertices in the Apache social network are obviously the developers and the social relation
used to connect them is: they are linked by an edge if they have worked on the same file. Using
subversion [20] is possible to extract information about the authors contributing to each file in the
software repository.
In this case study, trivial changes such as updating license blocks were not excluded in the
analysis and were treated as commits to the source code. It can be argued that trivial changes are
not real changes; on the other hand, the fact that a file is edited is the result of a responsibility and
of the role of the developer. In addition, people contributing to a common file are affected by the
changes made on it. For example, a license block change from the Apache License 2.0 to a GPL
2.0 license would certainly affect the people involved. However, this is a just a hypothesis made at
the beginning of the case study.
Other methods to extract social relationships in a software development team can be used, for
example, interviews or questionnaires. In addition, the source code repository is not the only source
where computer-mediated communication can be mined. For example, mailing lists can also be
used as done by Bird et al. [21]. However, the use of the subversion repository has advantages
such as the ability to establish a direct link between developers and software source code. Working
in the same file means sharing the same expertise or at least, sharing the same area of interest
and work.
The Apache version used for the case study was the httpd-2.3 development tree (slated for a
release 2.4) and it was analyzed over the course of 6 months. This period includes the time spent on
writing different scripts, extraction of the data and the analysis. The total physical source lines of
code (SLOC) of the project were 145 404‡. Apacheis created using various languages with ANSI C
as the dominant language. Table I presents information on the lines of source code and on the
programming languages used.
Using SNA we are able to highlight the structure of software development teams (including the
communication and coordination structures) and understand its connection with the underlying software architecture. These findings have profound implication for software architecture evolution [22].
In fact, according to Conway’s law [5], a specific software architecture tends to mirror the structure of the organization within which it is developed. New organizational arrangements have an
impact on the nature of the resulting design, and hence may affect the product performance in
‡ The credit for these data goes to David A. Wheeler’s ’SLOCCount’ http://www.dwheeler.com/sloccount/.
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Table I. Lines of code grouped by folder and programming language in Apache.
SLOC

Directory

SLOC −by−Language (sorted)

74 855
30 561
25 255
7023
2430
2221
2021
864
143
31

modules
server
srclib
support
include
os
build
test
topd ir
docs

ansic = 74 564, lex = 191, yacc = 100
ansic = 30 561
ansic = 24 564, sh = 415, perl = 276
ansic = 6852, perl = 92, sh = 79
ansic = 2430
ansic = 2216, sh = 5
sh = 873, perl = 479, awk = 414, pascal = 255
ansic = 843, perl = 21
sh = 143
sh = 24, perl = 7

unintended ways. Vice versa, an architecture redesign might have consequences on how teams and
developers coordinate and communicate. In this context, a software architect must have a clear
understanding of the software module dependencies and of the social dependencies. The failure to
achieve the architecture alignment might have severe consequences for the software evolution [23].
In the following subsections, we describe how SNA can be used in the context of software engineering.
4.1. Density, cohesion, distances
The Apache social network extracted from the subversion repository was made up of 73 developers,
see Figure 4. In this sociogram, the edge label represents the number of files shared by two
developers. The Apache social network we considered had only edges and not arcs since the
relationship working on the same file is a symmetric relationship. The network was connected and
this means that all the developers had worked on at least one common file with another developer.
Density and cohesion investigate the structure of the network on the level of interconnections
and distance between the different nodes, Section 3.1 describes these concepts. In Apache, the
density of the network was quite high with a value of 0.685. This social network had a cohesion
of 1.31.
The immediate implications of these numbers are an easy flow of information in the social network
and a flat network structure. The cohesion and the density of the Apache social network show that
each software developer works on many different parts of the system and shares large part of the
work with many other colleagues. As expected in a typical open-source project, people in Apache
are allowed to work on the parts of the software source code they are interested and eventually to
contribute to different parts of the software architecture. This organizational structure differs from
traditional industrial projects where roles and tasks are well defined and developers are assigned to
specific software components. Furthermore, Apache is a relatively small software project. In large
software-intensive systems a certain degree of specialization is required and consequently a more
hierarchical organization structure is necessary and expected.
The analysis has to also consider how these metrics evolve during the software life cycle. With
an increase of software complexity we should expect a corresponding specialization of the tasks
and a more hierarchical network structure.
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Figure 4. Apache sociogram and closeness centrality values.

4.2. Network centrality/centralization
In Figure 4, the Apache developers are the vertices and the label on the vertices represents the
closeness centrality value. The sociogram has been drawn using the Kamada–Kawai graph layout
which attempts to position nodes on the space so that the geometric (Euclidean) distance between
them is as close as possible to the graph-theoretic (path) distance between them [24]. In practice,
most central developers are depicted in the center of the figure. The data can also be represented
in tabular form for an in-depth analysis. We chose to report only the figure in this paper because it
gives a more intuitive representation of the network closeness centrality.
The network degree centralization in the Apache social network was 0.323. In this sociogram,
the lowest vertices indegree, that is the lowest number of developers a person was connected to,
was 9 and the maximum was 72. On average, a developer in this network had a direct link with 49
other developers. In this social network, the measures of indegree centrality and closeness centrality
have the same ranks. In practice, the local centrality corresponds to the global centrality in this
social network. A flat organization structure and easy flow of information are highlighted by this
structure. On the other hand, information overload can arise as the social network increases in size.
With the Apache sociogram in Figure 4 a software architect can identify the central coordination and communication points in the software development team. These developers are important
for the communication and coordination of the software development project and the software
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architect must manage the team, assign tasks and redesign the architecture taking into consideration these patterns.
Centrality is an important measure to discover the relative importance of people in the social
network. Importance, in this context, is related to communication and on the social relationships
chosen in the analysis. In this context, central persons have an overall picture of the software project
and are able to find access to information more easily or to find the right person to contact. In fact,
the most central developers have the widest overview of the software project and an understanding
of the role of the other members in the social network. The same reasoning is valid for the measure
of betweenness centrality. People with high betweenness centrality scores connect people who work
on different parts of the software architecture and their role is fundamental for coordination and
the flow of information.
On the other hand, experts on a specific part of the system might be in the periphery in the social
network. That does not mean that they are not important. Additionally, since central developers
are important points for coordination and communication, they may become bottlenecks and it
should be ensured and avoided that these developers do not become problematic for the software
development. Centrality measures and their implications are described in Sections 3.2, 3.2.1, 3.2.2,
and 3.2.3.
A software architect must be aware of how software development teams cooperate and how to
improve the coordination among different groups. This is especially important in large softwareintensive systems developed in a distributed manner. Centrality measures help to understand these
issues and allow the improvement of software evolution.
4.3. Communities
The Newman algorithm finds community clusters in a social network [13]. Perfect identification
of groups is not always possible, especially with very dense and cohese networks. The scope of
identifying communities is to have some kind of a clear cut or at least clusters of people who are
more similar than others in the same network.
Using the Newman algorithm we have found two distinct groups in the Apache social network.
With the help of the affiliation network and the mysql database we had created, we found that one
community was made of people working mostly on documentation with various tweaks in various
parts of the system. The other community was instead formed by developers working on the part
we can define, the core software.
Figure 5 visualizes the two communities, the group on the left is the documentation community,
whereas the group on the right represents the developers working on the core software. In the figure,
developers that have worked only within their own community are drawn inside the circumference.
These two different social communities are made of people who work and collaborate together in
specific parts of the system. The social communities found in Apache highlight how the tasks and
the expertise are distributed in this software project. In Apache, a formal organization chart does
not exist, but the informal distribution of work and knowledge described by Figure 5 gives us the
Apache organization chart. Furthermore, a more detailed view of the social communities can be
obtained by running the algorithm recursively.
People with similar interests tend to get together and the sentence you are who you talk to [25] in
software development can be rephrased as developers with expertise in the same fields and working
on the same issues are part of the same community and use the same jargon.
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Figure 5. Apache communities.

In the industrial setting, the communities discovered should correspond to the different software
development teams. To the formal organization charts must correspond the informal distribution of
the work. In case the discovered social communities are different from the teams as described in the
organization chart, an architecture misalignment exists. Architecture refactoring and organization
re-engineering are continuously performed in a fast-moving world we live in nowadays. However,
for a successful software evolution, the software architecture and the organization structure have to
be kept aligned. The ability to highlight social communities in a software development team gives
the architect the ability to verify Conways’s law, improve the software architecture alignment and
consequently software evolution.

5. BROKERAGE ROLES
Finding the brokers in the software development process has important implications. Brokers are the
people who facilitated the coordination and communication between different software development
teams and within them.
A large software system has typically thousands of dependencies. Software tools have been
created to reverse-engineer a software architecture [26] and discover these dependencies. These
tools discover only software dependencies. However, software component dependencies are shaped
by software and social dependencies. With SNA we are able to discover also the social dependencies.
When software components need a better synchronization, the creation of brokerage roles improves
the situation. In some circumstances, brokers could become bottlenecks or could be overloaded.
In this case, a different distribution of the work could be advised. The software architect, with
the use of SNA, is able to identify the brokers and consequently improve the coordination, the
communication, and software evolution.
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Table II. Brokers, coordinators and gatekeepers in Apache.
Rank

Brokers

Developer

147
147
113

trawick
jerenkrantz
nd

Rank
1
2
3

Coordinators
147
147
147

Developer
jwoolley
wrowe
aaron

Rank
1
2
3

Gatekeepers
595
571
515

Developer
jerenkrantz
nd
slive

1
2
3

Brokerage roles can be defined only after the communities in the network are identified. Using the
communities found in the previous section, we have looked into the brokerage roles in the Apache
network. The top ranking brokers in Apache are shown in Table II. The values in the table show the
number of triads in which the developer played that role. To better understand the concept, we have
drawn in Figure 5 the brokers on the circumference of the circles while developers dealing mainly
with members within the community are drawn inside the circles. Please refer to Figure 3 for the
graphical representation of the meaning of the roles of brokers, coordinators, and gatekeepers.

6. AFFILIATION NETWORK
Affiliation networks express the relationships between people and organizations or events. People
who gather around an organization are called social circles and examples are affiliations to sport
teams, hobby clubs, corporations, etc. Section 3.4 describes the concept and the analysis of affiliation
networks.
We have reconstructed the Apache affiliation network in Figure 6. The 2-mode Apache network,
as we have built it, shows the dependencies between developers and the software source code. Given
this network, various metrics can be extracted. For example, using an SNA program (in our case
Pajek) and by selecting an actor (developer) we could visualize the files (events) he had worked
on. This information can be used to understand in which files each developer is actively involved
and who does what in the software development team.
The reconstructed network is particularly dense and this is almost always the case with 2-mode
networks. To reduce the network complexity and have a better understanding of the situation,
the level of abstraction can be increased. We have used the folders in the repository as software
components instead of source code files. Folders, in this case, represent a rough partition of the
software architecture.
With the new 2-mode network, developers (actors) are connected to the folders they have
contributed. Using this network, we can identify the resources allocation in a software development
project. In the SNA jargon we extracted from the 2-mode network the size of the events. In our case,
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Figure 6. 2-mode network Apache.

Table III. Resources allocation by folders in Apache.
No. of developers contributing
to each software component
1
3
12
23
35
37
42
48
53

Freq

Representative software component

7
5
3
3
1
1
1
1
1

httpd-trunk/build/win32
httpd-trunk/build/pkg
httpd-trunk/os/bs2000
httpd-trunk/modules/loggers
httpd-trunk/modules/http
httpd-trunk/support
httpd-trunk/include
httpd-trunk/server
httpd-trunk

the size of the events represents the number of developers working in each software component and
it is calculated by using the indegree of the events in the 2-mode network.
In Apache, some of the software components had only one developer working on them, however,
the highest number of developers working on a single component was 53. Table III shows the
resources allocation by folder in the Apache project.
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When a large number of developers work on the same software component, synchronization
and collaboration are more challenging and it must be ensured that communication barriers are
eliminated. Eventually, a better distribution of the task assignments or changes in the software architecture could be advised. Furthermore, software components developed by a large number of people
require particular attention since these components are usually the most complex in the system.
6.1. Events network and coordination
The Apache events network is derived from the 2-mode network in Figure 6. The events network
is made of software components and the Apache events network was made of 84 components after
increasing the level of abstraction from the file to the folder level. In this network, two nodes are
connected if the same developer has worked on both the components. The line multiplicity between
two nodes expresses the number of developers working simultaneously in these two software
components.
One of the principles of software development advises to partition a system into software components with the separation of concerns in mind [27]. Distinct components can be developed concurrently in a distributed fashion and kept synchronized with the use of APIs [28,29]. However, we
must consider that a software developer working on two components will create an interlock and
influence the software design even when these components should not share part of the code or
have function call dependencies.
Figure 7 shows the 32-slice in the Apache events network. The components in this network
are part of the 32-slice and that means that they have at least a line multiplicity of 32. These
components are closely related and the high number of shared developers establishes a strong
interlock between them.
The outcome in terms of the software architecture is a high cohesion between software components and this includes shared design decisions and eventually shared source code. A strong interlock
expresses a high correlation between software components. In some cases,the software architecture
could be refactored by combining high correlated components.
6.2. Events network and distributed software development
The geographical location in the events network can be used to understand the dependencies between
software developers and software components in a geographically distributed organization. Figure 8
shows an events network with the geographical location of the software components. The line
multiplicity labels represent the number of developers who work simultaneously in every two
software components. For example, in Figure 8, C1 is developed in the Palo Alto site, C3 is
developed in London and 100 developers work simultaneously in both of them. This situation
highlights a potential problem.
To facilitate software evolution, software components should be developed by groups located in
the same geographical location, even better in the same building. It is clear that when developers
work simultaneously on components developed in different time zones they have the difficult task of
coordination and communication across time differences with local developers. A strong interlock
in the events network, when software components are being developed in different geographical
locations, is a clear indication that the distribution of the people or the decomposition of the software
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Figure 7. 32-core partition Apache folders.

SITE A
Shanghai
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50
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5

C4

Figure 8. Geographical distribution and events network.

architecture are not optimal. However, in general, interlocks are not a negative thing. In some
cases, an interlock in the events network could be created when software components need shared
resources and an improved coordination.
In Apache we could not extract this view because an organization structure with its geographical distribution is needed to evaluate the alignment between the software architecture and the

Copyright q

2009 John Wiley & Sons, Ltd.

J. Softw. Maint. Evol.: Res. Pract. 2009; 21:189–215
DOI: 10.1002/smr

COMPREHEND AND ANALYZE KNOWLEDGE NETWORKS

205

organization. As a part of our research, we are currently analyzing this alignment within Nokia
software platforms.

7. RELATED WORK
Sociologists have studied social communities for many years. The study of SNA is an approach to
investigate social patterns and relationships in social networks. The Strength of Weak Ties is a famous
early paper on implication of social networks on the spread of news and ideas among different
social communities [16,30]. The reference work and handbook on the subject of social network
structural analysis are SNA by Stanley Wasserman and Katherine Faust [6]. Other introductory text
books on the subject worth to mention are John Scott’s SNA [8] and [7] by Carrington et al. To
master the subject, a basic knowledge of graph theory is required [31].
SNA has been applied in several case studies and analysis to cover and uncover communication
patterns and social relationships. Knowledge management uses SNA to investigate how work gets
done in organizations [9,32]. A practical example is the analysis of email communication to discover
community structures within organizations [33]. Another application is the use of SNA to predict
and understand viral marketing [34].
The analysis of social communities has expanded to computer-mediated communication [35–38].
As reported by Wellman, an electronic group is virtually a social network [39]. Usenet network
has been analyzed and newsgroups posts have been used to extract communication patterns and
identify community structure and roles [40–42], and essentially, the message is that you are who
you talk to [25].
Finding communities in the web or in any social network are important to identify and characterize
groups of people with similar interests [14,43–47]. We have used the Newman’s algorithm to extract
communities in the Apache sociogram [13,48].
Physicists are now exploring different kinds of networks to find patterns and explain phenomena
by investigating network structures [11]. These investigations expand from the analysis of the
WWW (World Wide Web) to biology and include many other interesting subjects [10,49–51].
For example, the small world phenomenon, the concept of 6 degrees of separation created by the
social psychologist at Yale University Milgram, has been found in network structures ranging from
scientific publications to network electricity grids. Scientists are now looking for the meanings and
implications associated with different network structures [52–54].
Social network visualization is important to represent social relationships and social network
metrics [55,56]. To draw the Apache sociogram we have used the Kamada–Kawai graph layout
which attempts to position nodes on the space so that the geometric (Euclidean) distance between
them is as close as possible to the graph-theoretic (path) distance between them [24]. Several tools
exist to analyze and visualize social networks. The most famous are UCINET, Netminer, Netdraw,
Pajek, Vizster. A discussion and a review of different software for SNA are in [7]. In our work we
have used Pajek [15] to analyze and visualize the social networks.
Regarding software engineering, the need for collaboration and coordination in software development teams has been considered for quite a long time [57–60]. That continuous developers’
interaction eases and improves software knowledge is also shown by the empirical study of pair
designing as practice for enforcing and diffusing design knowledge [61].
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A seminal work by Parnas recognizes the need to structure software systems into modules [62]
to improve software development including concurrent development. Using API to access software
components is the key to preserve separation of concerns and to ensure an easier evolution of large
software-intensive systems. However, it is important to take into account the concept of public
versus published interfaces [28] and that the distributed nature of software development affects the
use of APIs [63].
That a link between software architecture and the organization structure exists is known as
Conway’s law [5,22,64]. Software is a human activity [65] and there is the need to link the gap
between social and software dependencies [66,67] to improve software evolution [68,69] and find
expertise in teams [70,71]. The importance of these studies comes also from the fact that software
development is more and more geographically distributed and language, time zone, and culture
differences create barriers which negatively influence communication and coordination. Relevant
studies on global software engineering include [2,3,23,72–76].
Software quality can be improved by enhancing collaboration and coordination [77–79]. Some
of the following studies have used software repositories or e-mail networks to reconstruct social
dependencies from software artifact. The international workshop on Mining Software Repositories
workshop (MSR) is one of the main events on the subject. Interesting studies on the information that can be extracted from mining e-mails and software repositories are [32,63,80,81]. An
in-depth study using developer mailing lists, CVS and error reporting systems have focused on
the open-source projects of Apache and Mozilla [82] mainly investigating the software development process. Developers’ social networks have been extracted and analyzed from e-mail networks
[21,83] and CVS [84,85]. Mining emails to reconstruct a social network is a viable approach;
however, the disadvantage is the inability to (automatically) establish a clear link between software
and developers. The e-mail approach has also the disadvantages when dealing with e-mail aliases
[83], however, it seems that the same social network can be used to discover e-mail aliases [86].
The use of software repositories overcomes some of these problems.
We have used the Apache subversion repository to reconstruct the developers’ social network
and our work is an in-depth structural SNA when compared with previous works where only basic
metrics were used. Additionally, none of the related works have focused on affiliation networks and
have explicitly targeted the impact of social networks on the software architecture. We have focused
our case study on Apache, a collaborative and distributed open-source project which produces the
most successful HTTP server according to Netcraft [18]. How the shared leadership is managed in
Apache is described by Fielding, one of its founders in [19].
8. DISCUSSION
Communication and coordination are important in the context of large organizations and when
people are distributed geographically. Culture, language, time zone differences, and a high number
of management layers impede a smooth flow of information. The former Intel CEO, Andy Grove,
highlighted some of these problems in his book, only the paranoid survive. He described how, in
one organization, bad news did not flow up to the management layer: bad news was eliminated, bit
by bit, data point by data point, as information was advanced along the management chain
[87, p. 119].
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Nowadays work is shared and having the right set of connections is fundamental. In a collaborative
working environment it is important to have the right tools and a social environment for effective
and timely knowledge sharing.
SNA can be used to reveal collaboration patterns that go beyond the organization charts. In fact,
organization charts are not the best indicator of how things get done and senior people do not
always are central. For example, who do you turn to get things done? The concepts of bottlenecks,
centers, and groups are important to pinpoint cross-boundary breakdowns in information flow and
collaboration. The barriers can be functional, for example, between the marketing and the finance
departments, geographical, hierarchical, or organizational.
SNA helps in finding the knowledge in the social network, improving the communication, and
enhancing productivity and efficiency. Examples of problems existing in organizations are boundaries created by distinct groups that do not collaborate, bottlenecks created by bridges and central
people and the power gained by individuals who act in brokerage roles (control points) in the
network. Various metrics can be extracted by analyzing the structure of social networks. In this paper
we have explored the concepts of affiliation networks, centrality, betweenness, density, cohesion,
communities, and brokerage roles.
Given the importance of communication and coordination in large organizations and software
projects, we have applied SNA to software development. Creating software is a human activity and
understanding formal and informal communication patterns and relationships in a software project
or in an organization is as important as analyzing the software architecture and the software source
code [61]. Actually, all the various elements are just intertwined and cannot be kept isolated. People
create the software architecture which shapes the source code, and vice versa [5,64].
In our analysis we have reconstructed the affiliation network of software developers in Apache
using software repositories. The assumption was that people working on the same file are related
because they need to coordinate and communicate for their shared work. Mining developers’ e-mail
social networks presents problems related to aliases [21], additionally, it is not possible to create
an affiliation network which establishes a clear link between developers and software source code
(at least not automatically).
We want to highlight in this discussion that, even though we have used software repositories in our
case study, they are not and should not the only source of information that can be used. The intentions
of our work are to show how to apply and why to use an SNA approach in the context of software
engineering. The metrics we have described are valid for any social network. For the analysis, it is
important to establish a meaningful social relationship. Computer-mediated conversations such as
e-mails [33], newsgroups [25], IMs, can be used to extract social relationships [39,88]. Computermediated communication represents an important source of information, however, it is not the
only one and it cannot be. Face-to-face communication still plays a major role in the software
development. For a better understanding of interactions and evaluation of knowledge networks,
additional methods such as questionnaires and interviews should be used.
Table IV shows the networks we have reconstructed, summarizes their definition and their practical use in the context of our study.
Table V summarizes the metrics we have used, their definitions and their practical use and benefits
in the context of our analysis.
Table VI illustrates the practical use of SNA and the questions are examples of an analysis that
can be performed to support software evolution and software comprehension. Each answer in the
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Table IV. 2-mode network and two 1-mode networks.
Networks

Definition

Practical use

2-mode network
(events-actors)

Bipartite graph that represents the
dependencies between actors and
events. The events in our case are
software components, the actors are
software developers

The graph shows the actual allocations
of resources in the system and explicits
who does what. For each developer the
graph shows which files/components
he works on. For each component the
graph shows the developers working
on it. It can be used to compare the
actual resources allocation against the
formal ones

Events network
(1-mode network
derived from the
2-mode network)

The events are software components.
The line multiplicity between every
two nodes counts the number of
persons who have contributed
to both components (events)

High values in the edges highlight
high correlation between the components.
Low values indicate low cohesion
between the components and therefore it shows
where the architecture can be independently
developed. Using the geographical location
where components are developed
the network allows to check the
mapping between the geographical organization
structure and the software architecture
decomposition

Actors network
(1-mode network
derived from the
2-mode network)

It shows the developers’ sociogram. Two In practice, if multiple persons work on
developers are connected if they work
the same file they need to communicate
on the same file. Line multiplicity
and coordinate. The analysis of the
represents the number of files
sociogram corresponds to the analysis of
to which two developers have
a social network. Communication and
commonly contributed
coordination are the main focus of
the analysis. Social network
structural analysis (SNA) is used to
analyze this network

table has a reference to the sections where the concept is further explained. Section 3 presents
the SNA theory, while Section 4 describes the practical application of these concepts to software
engineering.
The metrics extracted should also be monitored and analyzed during the entire software evolution.
To the evolution of the software must correspond the evolution of the metrics. SNA analysis allows
us to follow the software architecture evolution, the organization evolution and their alignment. For
example:
• A social network with a flat structure can be found in the early stages of software development.
At the beginning, the software source code is small and not many people are involved in the
software development activity. In this initial phase, programmers work in many parts of the
system and there are not clear and well-defined roles and boundaries. However, as the software
evolves and grows to million lines of code, a different organization is needed. In later stages,
an organization has to implement a more defined structure with clear responsibilities assigned
to different teams.
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Table V. Structural social network metrics.
Metric

Definition

Degree centrality
(local centrality)

This metric measures the number of
adjacent vertices of a node.
Two vertices are adjacent if they are
connected by an edge. In a network with
arcs, we can distinguish between
indegree and outdegree centrality

Closeness centrality
(global centrality)

Closeness centrality is a measure,
opposed to degree centrality, of global
centrality since it also uses the distance
of other vertices in the network and not
only the direct links of the vertex.
A point is globally central if it lies at a
short distance from many of the other
points in the network
Betweenness centrality This metric measures the extent
to which a particular point lies in
between the various points in the
network

Density

Network density measures the level of
connectivity in the network and is
defined as the number of lines in a
network, expressed as a proportion of
the maximum possible
number of lines.
Cohesion is defined as
the average of the shortest paths
between each pair of vertex
in the network

Cohesion

Brokerage roles

Coordinators (mediates within a group)
Iterant broker (mediates from outside)
Gatekeeper (mediate for his group),
see Figure 3

Cohesive groups/
communities

Clusters of densely-knit nodes
(most nodes are directly connected to
each other) and tightly-bound (most
links stay within the network rather
than connecting directly with the
outside)
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In our case, the degree centrality
measures the number of
developers the person is in direct
contact with. The higher this
number, the more the developer
is the center of coordination for a
group of people
The most central person in the
network can easily
reach/contact/communicate with
all the other members of the
development team. Additionally
he/she is the person who has a wider
perspective of the system
High betweenness centrality
score highlights the importance
of people in the role of
intermediaries. These people are
important bridges and
coordination points in the
network
A complete graph is a network with
maximum density since all the vertices
have direct connections.
A high density highlights a flat
organization with its pros and
cons.
A low cohesion score is found in flat
organizations. A low score for cohesion
in a network is important where the flow
of information without boundaries
is important. However, higher
cohesion scores and a hierarchical
organization structure are sometimes
needed to enforce the separation of
concerns
A person who connects two
otherwise unconnected persons
is in a position to manage
or broker information flow
and profit for the mediation
Identification of social communities is
essential in order to understand how the
network is structured and how people
can be characterized and classified.
‘You are who you talk to’
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Table VI. Software architecture assessments and SNA: example of questions.
Question

Answer

Is the software architecture structured with people
assigned to well-defined roles and components,
or the roles are not static and people contribute
to several different components?
Is the organization flat or hierarchical?

Check the density of the network, the cohesion
and the network centrality metrics.
Theory: Sections 3.1 and 3.2
Practice: Sections 4.1 and 4.2

Who are the persons with a wide understanding
of both the software and the people in the
software project?

Check the centrality measures and the affiliation
network. Theory: Sections 3.2 and 3.4
Practice: Sections 4.2 and 6

Who works with whom?

Check the social network (sociogram) and the
affiliation network.
Theory: Section 3
Practice: Section 4

How does the works get done in terms of
collaboration and coordination?
Does the software architecture decomposition
match the structure of the organization?
(Conway’s Law)

Compare the software architecture decomposition and
the formal organization chart with the communities
of the social network and the affiliation network.
Theory: Sections 3.3 and 3.4
Practice: Sections 4.3 and 6

How to improve the software architecture
decomposition?

Investigate how the work is currently done
in terms of software component interlocks,
resources allocation and geographical dispersion
of the teams with the software architecture
as is designed.
Theory: Section 3.4
Practice: Section 6

Do the people assigned to different components
communicate? And who are the brokers?

Check the sociogram, the communities in the network
and the brokerage roles.
Theory: Sections 3, 3.3 and 3.5
Practice: Sections 4, 4.3 and 5

Does the geographical distribution of the
teams matches the software architecture
decomposition?

Check the software architecture decomposition,
the events network and the social communities.
Theory: Sections 3.4 and 3.3
Practice: Sections 6.2 and 4.3

How many people work on each software
component? Who are they?
Which are the most complex software components
in our project?

Check the size of the events in the events network
and the 2-mode network.
Theory: Section 3.4
Practice: Section 6

Where does the expertise lay
in the software development team?

Check the 2-mode network, each software component
has a connection with the people working on it,
and the social communities.
Theory: Sections 3.4 and 3.3
Practice: Sections 6 and 4.3
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• In the initial phases of the software life cycle, the software architecture mirrors the organization
structure in which it is created [5]. Consequently, software modularity reflects the underlying
organization structure [22]. For example, if you have four groups working in a compiler,
the result would most probably be a 4-pass compiler. However, as an organization evolves,
changes are made to its organizational structure. The changes in the organization have an
impact on the software development process, in the communication and organization within the
teams and indirectly on the software architecture design. Vice versa, a software architect must
take into account the underlying organization structure and consider the implication of social
dependencies and not only technical dependencies when refactoring a software architecture.
To improve software evolution, the alignment between the organization and the software
architecture must be ensured.
In modern times, the distributed nature of software creation makes necessary tools and methods
to improve and address the coordination and communication in software development teams. With
this paper we have shown how to analyze and improve software development with the use of
SNA. SNA facilitates the understanding of the patterns of information flow and interactions among
developers [78]. Software architects and developers should have the tools to understand their social
networks which make them aware of the scope and the roles of people within their organization and
software development team [69,77,84]. Finding the person who has the right expertise [70,71,77]
or who can help to fix a software bug is fundamental in large, complex software projects we
are now facing.
9. CONCLUSION AND FUTURE WORK
Software comprehension and evolution include the understanding of various levels of abstraction and
their interdependencies. In our work, we have focused on the analysis of knowledge networks and
on how they relate to the other underlying layers. We have used SNA to analyze the communication
and coordination patterns in software development teams and Apache was used as a case study.
From SNA, we have taken the concepts of affiliation networks, centrality, betweenness, density,
cohesion, communities, and brokerage roles. These metrics allow a software architect to understand
and improve the coordination and communication in large and distributed software development
teams. Furthermore, the comprehension of the different views, the organizational structure, the
knowledge network, and the software architecture are essential to enable software maintenance and
evolution. In fact, their alignment must be ensured and our research allows the knowledge network
structure to be taken into account in this process.
In practice, our work helps an architect to understand and manage how software developers
interact and coordinates, to point out who are the developers working on the various software
components, to find the central coordination and communication points, the brokers in the software
development team and to identify the relationships between the software architecture and the organization. Re-engineering of the organizational structure and refactoring of the software architecture
are some of the actions that can be undertaken after the analysis. For example, Apache has a flat
organizational structure, with high cohesion and high density. Given the relatively small size of the
project, this structure is effective and works well at the moment. However, as the software evolves
and the complexity increases, more specialization is required and a more hierarchical organization
structure would be more suitable and expected.
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In the analysis of the Apache web server we did not include issues such as the programming
languages used in the project which can be used, for example, to determine where this specific
expertise lies in the software development team; a person’s position in the organizational charts, i.e.,
manager; geographical locations and department affiliations. In general, any additional information
enhances the analysis.
Our future work aims to better understand the connections between people, organizations and software and ensure the software architecture alignment, known as Conway’s Law [5]. At the moment,
the use of subversion repositories guarantees a strong and clear approach to ensure the traceability
person-source code. However, several interesting new areas should be tackled by the research;
for example, in this work we have only considered the social network static structure. Additionally, further studies on different software systems can help us understand better how software is
developed and consequently how to improve the software quality. In this paper, we have investigated open-source software. In future work we will also focus on proprietary software systems
and on software developed within large corporations (e.g., Nokia mobile phone software). Furthermore, with the popularity of the use of OSS also in the context of corporations, it is important to
analyze how this hybrid software development process, with the use of closed and OSS, affects the
organization. An example is the Maemo platform§ in the Nokia N800 tablet PC, developed using
OSS components with the addition of Nokia proprietary software. Our initial work on Maemo,
indeed, supports our approach and expected results. For example, in Maemo we have found a more
hierarchical organizational structure with developers assigned to well-defined roles.
To aim at software comprehension and to improve software evolution, different assessment
methods should be used in order to address the whole software development stack [4]. The analysis
should start by analyzing the source code and go up to function calls, classes, components, features
modeling, people, and vice versa. The use of SNA and the investigation presented in this paper is
another analysis tool that should be available to software architects.
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